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ENGLISH SUMMARY

The rapid development of Al—powered conversational user interfaces (CUIs) in recent years has
shifted interactions with technology toward conversational experiences. As a result, many new
research and industry 3pplications as well as research tools now focus on conversations, opening
up new opportunities and challcnges—particularly when pcoplc use these conversational interfaces
for well-being and consequently how the interfaces respond to them in this context. In this PhD
project, I investigated how people perceive these emerging conversational interactions across well-
being contexts.

I conducted a series of online and in-person studies using both qualitative and quantitative
methods to assess user perceptions. The thesis consists of five research papers. Papers one and
two explored how people perceive conversational self-care tcchnologics. Paper three examined how
these systems can mediate health information between individuals. Paper four investigated the
broader uptal(e of these technologies and how well—being experts view their potential to support
people caring for themselves. Finally, paper five explored how to design CUISs for situations where
they cannot, or should nort, fulfil user requests.

People now interact with CUIs in everyday settings: at home, in schools, or even on the bus.
Through my research, I have identified how people perceive and engage with CUIs, and how we
might design and adapt them more appropriately. T found that the way emerging conversational
systems respond to user requests influences key interpersonal dynamics such as trus, likeability, and
asense of relatedness. This effect also holds when systems mediate information between individuals.
Importantly, in situations where systems must deny user requests, how they do so signiﬁeantly
shapcs user perceptions.

Based on the findings from the individual papers, I formulated multiple design takeaways. These
design takeaways form the basis for two overarching design considerations relevant to emerging
conversational interactions. First, | emphasise the importance ofcalibrating user agency based on
conversational context. For example, sensitive settings may require that the user’s agency be re-
stricted. Second, eomplementing the calibration of user agency, | lay out the relevance ofadapting
CUIS’ expressive range, such as their friendliness towards users. These dcsign considerations to-
gether highlight the need to go beyond default AT models that power CUIs by carefully adjusting
system parameters to better fit the target audience and domain.

This Ph.D. project was made possible under the project Algorithmic Explainability For Every-
day Citizens through the Carlsberg Foundation, grant CF21-0159.






DANSK RESUME

Den hurtige udvik]ing af Al-drevne samtalebaserede brugergrmnseﬂader (Conversational User In-
terfaces, CUIs) i de seneste dr har ﬂyttct interaktioner med tcknologi iretning af samralebaserede
oplevelser. Som folge heraf fokuserer mange nye forsknings- og industriprojekter, samt teknolo-
gier til ac udfore forskning, nu pa samtaler, hvilket dbner op for nye mu]igheder og udfordringer,
Dette er isar gmldende nir mennesker bruger disse samralebaserede grzt‘nseﬂader til at understotte
deres trivsel, og hvordan gr:}enseﬂaderne tilsvarende reagerer pi brugerne. I dette ph.d.—projekt har
jeg unders;agt, hvordan mennesker opfatter disse nye konversationelle interaktioner i konteksten
omkring trivsel.

Jeg har gennemfort en rackke online- og fysiske studier ved hjxlp af bide kvalitative og kvanti-
tative metoder for at vurdere brugemes opfattelser. Afh;mdlingen bestir af fem fbrskningsartik]er,
Artikel ét og to undersggte, hvordan mennesker opfatter konversationelle selvhj:tlpsteknologier.
Artikel tre undersggte, hvordan disse systemer kan formidle sundhedsinformation mellem indi-
vider. Artikel fire underseﬁgte den bredere udbredelse af disse teknologicr og hvordan trivsclscksperter
vurderer deres potcntialc til at stotte mennesker i at tage vare pi sig selv. Endc]ig undcrsggtc artikel
fem, hvordan man kan designe CUIs til situationer, hvor de ikke kan eller bor opfylde brugerens
foresporgsler.

Mennesker interagerer nu med CUI-systemer i hverdagsmiljeer: derhjemme, i skoler eller endda
i bussen. Gennem min forskning har jeg identificeret, hvordan mennesker opfatter og interagere
med CUIs, og hvordan vi kan dcsignc og tilpassc dem mere hcnsigtsmxssigt. Jeg fandt, at den
mide, nye samtale-baserede systemer reagerer pi brugcrcns fbrcspmgslcr, pavirker centrale inter-
personelle dynamikker sisom tillid, sympati og en folelse af samherighed. Denne effeke gor sig ogsi
gzeldende, ndr systemer formidler information mellem individer. Vigtige er det, at i situationer,
hvor systemer ma afvise brugerens foresp@rgsler, har maden, de gor dette pd, en betydelig indﬂy—
delse pd brugerens opfattelse.

Pa baggrund af resultaterne fra de enkelte artikler har jeg formuleret flere dcsignanbcfa]ingcr.
Disse designanbefalinger danner grundlag for to overordnede designovervejelser, der er relevante
for samtale-baserede understottelse af trivsel. For det forste fremhaver jeg vigtigheden af at kali-
brere brugerens handlefrihed, eksempelvis at denne bor begrmnses, nir det er hensigtsmxssigt,
sxrligt i folsomme kontekster. For det andet, som supplemem til kalibreringen afbrugerens handle-
frihed, fremhaever jeg relevansen af at fastszette CUIS udtryksmxssige spxndvidde, eksempelvis ved
at tilpassc dens Vcnlighcd over for brugcrcn. Samlet set undcrstrcgcr disse dcsignovcrvcjc]scr be-
hovet for at gi ud over standardindstillingerne i de Al-modeller, der driver CUIs, ved omhyggeligt
at justere parametre, si de passer bedre til miﬂgruppen og domeenet.

Dette ph.d.—projekt blev muligg]’ort under projektet Algorithmic Explainability For Everyday
Citizens gennem Carlsbergfondet, bevilling CF21-0159.
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1. INTRODUCTION

Since the mid-1960s, when the first chatbot Eliza (see Figure 1.1), a rule-based conversational in-
terface, was created [118], the potential of chatbots to enable more dynamic interactions with com-
puters has been evident. Historicaiiy7 however, chatbots were limited in their Cstpalbilities7 with
their behaviour toward users being hardcoded and constrained. For cxampic, if a user asked for
a ticket refund, a rule-based chatbot might respond with one of three preset options: A, B, or C,
with cach outcome pre-determined by its developer. Al-based systems, however, could generate a
much wider range of responses. Reeentiy, L\rée lanéu%e models (LLMs) have trigéered a paradigm
shift in conversational interactions. Biilion—parameter models, trained on vast amounts of data,
now enable chatbots to dynqmicaliy engage with users on any topic (see Figure 1.2 for a screenshot
of OpenAl’s s ChatGPT dcsktop version). These commcren]lv available tools, mcludmg ChatGPT,
Gemma, and DeepSeck, are used in contexts ranging from one-shot searches in search engines to
conversational, iterative interactions, as well as in we]]—being chatbots that offer emotional support
and opportunities for self-reflection through Al companions.

AMen are all alike.

IN WHAT WAY

They’re always bugging ns about something or ather.
CAN YOU THINK OF A SPECIFIC EXAMPLE
Well, my beyfriend made me come heve.

YOUR BOYFRIEND MADE YOU COME HERE
ITe says I'm depressed much of the time.

[ AM SORRY TO HEAR YOU ARE DEPRESSED

Fig. 1.1: A dia]oguc snippet from interacting with Eliza (eapita]iscd) retrieved from Weizenbaum [118].

From a research perspective, there has been an explosion of work exploring how LLMs can be
effectively used across various contexts, such as weii—being, self-care, and personalised support. Re-
cent system—focused papers published at venues like CHI and CSCW have examined LLM—powered
tools for diary—writing, journaiing, and other reflective practices (see cxampics in Figure 1.3). These
systems often target distinct user groups, such as LLMs supporting mental health professionals
Working with suicidal individuals [107], or heiping patients prepare for visits to gener:ﬂ practition-
ers [70]. With ChatGPT reaching millions of users, its widespread use among everyday users across
the giobe is evident.

While the adoption and use of LLMs are rapidiy expanding across various domains, their inte-
gration into real-world wc]i—bcing contexts at scale remains in its eariy stages. A growing body of
reports highlights issues with LLMs being unreliable and unpredictable [94], or socially inappropri-
ate in their responses to users (e.g., stigmatising towards mental health conditions [79]). Regarding
unreliability, HCI research investigates how LLMs can behave appropriately towards users (e.g.,
when used by patients as pre—consuitation chatbots [70]). In terms ofunpredictai:)iiity7 these mod-
els may generate responses that users do not anticipate, 1cading to interaction breakdowns. As for
appropriateness, LLMs can produce outputs that fail to meet users’ expectations or violate social
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©

Fig. 1.2: Screenshot of OpenAl's ChatGPT web interface.

norms, such as giving weight loss advice to a young person without considering context or sensi-
tivity. A]though research on LLMs and user preferences is growing, we still lack an understanding
of how emerging conversational interactions for Well—being can be appropriately adapted.

11 Conversational Interactions for Well-Being

Interactions with computers are increasingly moving from request—and—response—based interfaces
(e.g., see Figure 1.4 showing Goog]e’s search engine with Al-curated search results) to more dy—
namic ones with back-and-forth communication—meaning we ‘talk’ with computers and they ‘talk’
back. Following the emergent LLM advancements, these interactions are defined as indeterminis-
tic in that we cannot know with certainty exactly how the computer will respond to our request.
This shift is affecting a range of contexts, such as how people use interactive technology to care
for themselves [17], and domains, such as health and well—being services [24]. While these emerg-
ing conversational techno]ogies are designed with intentions and underlying purposes, users have
considerable freedom in exactly how they interact with the system. Consequently, this makes it
cha]lenging to dcsign cxactly how LLMs should adapt to or follow a user’s trajectory of behaviour.

This challenge is further complicated as these systems become increasingly human-like by de-
sign, likely shifting users’ expectations toward those we hold for other humans. For example: how
do we interact with a mental health CUI that responds like a human? How do we perceive it and
how do we expect it to behave towards us? While much prior HCI work covers how we interact
with CUIs, CUIs of today are significantly more complex. We might lack a comprehensive un-
derstanding of them, due in part to their inherent unpredictability, and we should expect people’s
expectations to shift. Users’ perceptions also depend on a range of factors as well as the context
in which the interaction takes place‘ Factors that play into people’s perception are, for example,



(a) Co-writing with Al [51]

gt
P,
g
o _—
P
o

(c) Communicating via Al [41] (d) Coding with Al [96]

Fig. 1.3: Examples of LLM-powered research applications.

how useful they perceive the system to be, whether they can crust the output provided, or if they
actually like it. Indeed, the design itself also influences these factors. For example, if mental health
CUTISs fail to ‘listen’ to its user, followed by unintentionally conveying their failure —how does this
influence the user experience? What happgns if users go to a conversational search engine to ask for
advice on how to lose weight and are returned with output that does not meet their expectations?
Consequently, it is critical to consider both the context in which interactions occur and the specific
factors related to concrete Al-powered CUI behaviours toward the user.

1.2 Research Questions

This PhD thesis investigates emerging conversational interactions for wc]l—bcing‘ \X/e]l—being is
understood broadly, and refers to general well-being as defined by WHO: “Well-being is a positive
state exper ienced bv individuals and societies. Similar ro health, it is a resounefor daily 1fe and is determined
by social, economic and environmental conditions.” [87, p- 10]. Emerging conversatlonal interaction
here refers to interactions offered bv conversational user interfaces (CUIs) powered bv Al An
example of such an interface is ChatGPT, powered by LLMs. Through such interfaces, people can
via conversation (i.e., natural ngu&ge) for emeple, ask for hclp with their homework, how to
code a smte—of—the—art web interface, or how to lose ten pounds Example HCI research efforts
include explomtlons ofAl—powered dlarv—wutmg [58], mental healch self-care [125], or Al writing
support [51], with other examp]es of Al- powercd 1pp11u1t10ns (e. g, Microsoft Copi lot) a rchv
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{5 what are good ways of losing weight X & @ Q [

Al Forums Images Shortvideos Videos Web News More ~ Tools ~

4 Aloverview

Effective weight loss strategies combine a healthy diet, reg-

ular exercise, and mindful lifestyle choices. Focusingona f%

, |
4

calorie deficit, increasing protein and fiber intake, and incor-
porating regular physical activity, especially cardio and
strength training, are key. Prioritizing sleep and managing
stress also contribute to sustainable weight loss. ¢

Here's a more detailed look at some effective methods:

Dietary Changes:

Create a Calorie Deficit: Aim for a moderate deficit of 300-500 calories per
day. @

Prioritize Protein: Increase protein intake to help preserve muscle mass and
promote satiety. @

Boost Fiber: Include plenty of fiber-rich foods like fruits, vegetables, and whole
grains to help you feel full and support digestion. ¢

Reduce Refined Carbs and Added Sugars: These can lead to rapid blood sugar
spikes and contribute to weight gain. ¢

Eat Mindfully: Pay attention to your hunger cues, eat slowly, and savor your
food. @

Hydrate: Drink plenty of water throughout the day, as it can help you feel fuller
and may boost metabolism. @

Consider Intermittent Fasting: Explore different fasting schedules to find one
that works for you, but consult with a healthcare professional before starting. ¢

Exercise:

Incorporate Cardio:
Engage in activities like brisk walking, jogging, cycling, or swimming to burn calories
and improve cardiovascular health. @

Strength Training:
Build muscle mass to increase your metabolism and burn more calories at rest. @

Increase Daily Activity:
Incorporate movement into your daily routine, such as taking the stairs or walking
during your lunch break. @

Fig. 1.4: Screenshot of‘Google's Al-curated search results (2025-06-30)

rolled out to cvcryday users. Chatbots and natural languagc user interfaces have been suggcstcd as
a new world of HCI [37]. Although this shift is promising for making interactions with computers
more engaging—there is a large amount of challenges these types of interactions raise. While our
understanding of emerging conversational interactions increases on a daily basis, we know lictle
about how people interact with these in the context ofwell—being and the resulting perceptions. In
this thesis, my goal is to shed light on emerging conversational interactions and to understand how
these can be adapted to better support pcoplc’s wcll—bcing.

Drawing on the research gap around conversational interactions, user perceptions, and well-
being contexts discussed above, I next outline the main research question. Answering this question
forms the overall contribution of this thesis that informs the design of future conversational inter-
actions. More concretely, I articulate two sub-questions that address how CUIs can be practically
adapted and how these adaptations might shape the nature of‘emerging interactions.



. : How can emerging conversational interactions be adapted to support people’s well-
RQ: H ging | b dp d Pp P pl' |1

bcing?

— SQ1: How can CUIs be configured to calibrate user agency in well-being contexts?

- 8Q2: How can CUIs be configured to shape their expressive range in well-being con-
texts?

I have described the recent paradigm shift in these technologies being powcrcd by Al (i.e.,
LLMs) [88], provided an overview of conversational technologies and the types of interactions these
offer, and how this motivates my research questions. Next, I report on relevant HCI work on
conversational technologies prior to and following the unprecedented popularity of(e.g.7 OpenAI's)
large language models. In chapter three, 1 present the five papers included in the thesis and how
they contribute to answering the research questions. In chapter four, I discuss the methodology
used in these papers, and in chaptcr five, I discuss Fmdings from these papers and formulate dcsign
considerations to support future designs of conversational interactions for well-being.
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2. RELATED WORK

First, I will report prior HCI work on CUTs. This includes interactions CUIs allow for, different
types of CUIs such as chatbots and robots, and design considerations in focus by researchers. Sec-
ond, I will report HCI work on users’ experiences with emerging CUI interactions, the perceptions
that arise from them, and ways to best understand those experiences. Third, I will focus on conver-
sational interactions around people’s well-being. This includes the types of support users receive
from CUTIs, how these are designed to provide diverse support, as well as their limitacions.

2.1 Conversational User Interfaces

Seven years ago, research suggested that a majority of internet users had never used chatbots [50].
In contrast, over the last years, CUIs have received much attention as they enable interactions with
LLMs, and vice versa. These CUIs take on different shapes, be it chatbots [7, 12,113, 114], social
robots [11,131], or voice agents [30,33,130]. Much work is focused on how to best design CUIs that
consider social aspects when interacting with users [19, 26,50, 93,129].

Beyond the appearance of CUIs, there is much work on CUIs’ behaviours towards users and how
these can be designed differently. CUIs can be designed with empathy [22,29], humour [18], or sen-
sitive contexts in mind [46] (e.g.7 how to respond when users ask about symptoms [127]). However,
CUIs are also designed with different types ofusage in mind. Lee et al. explored how chatbots can
be designed to maximise the level of self-disclosure of the user towards the chatbot. They designed
three chatbots with none/low/high self-disclosure towards users over three weeks and evaluated the
effects, suggesting that participants self-disclose more with the high self-disclosing chatbot com-
pared to the others, and scored higher on overall experience [68]. Others focus on how users can be
supported by design to have better user experiences, such as those with analytical chatbots during
data exploration [99] or how chatbots can guide users [124].

One reason for the increased uptake and usage of CUISs in recent years is that those powered
by LLMs allow users to have more engaging interactions, be it to get in—dcpth coding support or
discuss and reflect on their mental health. Recent HCI work has focused on people’s emerging
uses of these LLM-powered CUIs. For example, Ross et al. buile a CUI for programming sup-
port and evaluated it with 42 individuals, finding that people described the CUI positively, having
back-and-forth discussions regarding for example programming decisions [96]. Another example is
provided by Kobiella et al. who explored young proféssionals’ perception of their ChatGPT usage
for productivity and accomplishmcnt. While many report increased pi'oductivity Following the use
of ChatGPT, others also raised concerns around sense of ownership or feelings of inferiority as a
consequence ofcompzu‘ing their performance with ChatGPT [60].

Exploring how LLM—powered CUlIs can support work or leisure activities is compelling for
many reasons, such as increased efﬁciency. Similar reasons drive their use in contexts related to
Wcll—bcing. However, in contrast to for Cxample Al coding support, wcll—bcing interactions intro-
duce distinct challcngcs [53], as thcy tend to be more delicate and demand greater sensitivity and
discretion from the CUI in its engagement with the user. In the next section, I highlight HCI re-
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search that advances our understanding ofpeople’s experiences with conversational CUIs and point
out the research gap this thesis aims to address.

2.2 Experiences of Emerging Conversational Interactions

In people‘s interactions with technology, they make use of for example mental models [74] or folk
theories [101] to make sense ofconcepts they know little about. Fundamentally, this means that we
naturally perceive human qualitics in non-humans and vice-versa (c.g7 we might perceive a robot
that is smiling as happy). Following the fundamental work by Nass et al. on the Computers are
Social Actors (CASA) paradigm in 1996, the social aspect of HCI has received much focus:

“(...) computer users do in fact apply social rules to their interaction with computers, even
though they report that such attributions are inappropriate. (...) these social responses are
easy to generate, commonplace, and incurable.” [81, p. 77].

This has been further substantiated by, for example, Waern et al. on how people perceive ad-
vice from humans versus computers, with results suggesting no differences in perception between
the two [119]. However, considcring the limited capabilitics of computers in the 1990s, it is not
surprising that the original CASA paradigm is subject to examination today, especially as LLMs
have enabled CUIs to become increasingly dynamic (and thus more human-like) in their interac-
tions with users. People toda>r face signiﬁcantly different challenges when interacting with CUIs
compared to twenty years ago. Recent work suggests that people worry for AI's welfare [5], per-
ceive mind in LLMs, voice interfaces, and vacuum cleaners to various degrees [97], or even ]'udge all
Als based on their experiences with just one [76]. Recent work also highlights the adverse effects
of computers’ social sides when people expect them to act less socially. Based on interviews and
workshops7 Alberts et al. put forward four categories ofinappropriate social design clements: play—
ing on users’ emotions; pushy towards users; mothering users; and heing passive-aggressive towards
users [3]. People also perceive Al systems diHerently and depending on the context: Kim et al. for
example showed that pcople perceive Al personal assistants as Al servants and writing assistants as
Al mediators [56].

These CUTIs influence people’s experiences in many distinct ways. For example, Jakesch et al.
showed that ‘opinionated’ LLMs affect users’ opinions [51] or that text written partly hy Al de-
creases trust [52]. Fu et al. instead explored people’s experiences of CUI mediators with results
suggesting people find them useful but with concerns around over-reliance and inauthenticity [41].
A multitude of factors also contribute to pcoplc’s experiences with these systems. Al litcracy is
a concept that has received much attention recently [73], with people ranging from high literacy
to little or no literacy, clearly impacting how they interact with Al—powered CUIs and ultimately
how they perceive these. Liao et al. instead highlighted and explored the importance ol‘considering
users’ potential desire to also enjoy conversations with chatbots designed to only answer questions,
with results indicating that people for example might want to chit-chat with a human resource
chatbot [72]. Another important aspect that might influence people’s interactions with CUIs is
the user’s characteristics [16]. In contrast to how individuals might perceive CUIs differently, the



design of the system also significantly impacts how people perceive the CUL For example, if CUIs
take on the role of group chat members, people might expect them to follow certain behaviours
and carry certain etiquette [36]. In such roles, another Cxample is that pcoplc have higlicr accep-
tance towards CUIs when these do not call out members for under-contributing [31]. CUTs might
also produce errors (eig.7 hallucinations): Kim et al. explored how people perceive CUIs when they
express uncertainty (e.g., ‘I'm not sure...”), with results suggesting that participants’ confidence de-
creases and accuracy increases [55]. Lastly, Kaate et al. showed that when Al personas hallucinate,
users tend to incorrectly answer questions [54].

Following the aforementioned challenges, including increasingly human-like CUTs, users’ unique
lenses, and CUI behaviours towards users, many are exploring how to best design CUIs and how
to best support users in interacting with them. In 2004, Forlizzi & Battarbee established a rigid
understanding of user experience by developing a framework that accounts for and can support
our understanding of interactions generated by different systems [39]. However, the technological
developments enabling the more human-like interactions with computers we see today require a
revised understanding of user experience frameworks introduced prior to LLMs. Amershi et al.
developed 18 guidelines for human-Al interaction, with the first guideline being ‘Make clear what
the system can do’ [4, p. 4]. In 2024, Weisz ct al. developed six design principles that adhere to the
emerging CUIs we see today, that is design: Responsibly; for Mental Models; for Appropriate Trust
& Reliance; for Generative Variability; for co-creation; and imperfection [117]. However, how to
straightforwardly convey what systems can do or how people will perceive those capabilities (as
recently highlighted by HCI research such as models of dialogue pareners [32] and mental models
of agentive GenAl chatbots) remains an open challenge7 particularly for potential studies in the
wild as people show tendencies to conceal their usage of these systems [132].

In summary, while much important work has been done on people’s perception of and experi-
ences with Al-powered CUIs informed by CASA, more recent lines of thought suggest that CASA
needs to also cover what type of systems CASA applies to [45] and how our interactions with sys-
tems are shaped by the interactions we have with these [42]. This shift opens up space to consider
how emerging conversational interactions for well—being are loeing explored. Next, I report prior
HCI research on CUIs for well—being interactions.

2.3 Conversational Interactions for Well-Being

Following the trend of creating technologies to support people in caring for themselves (from ev-
eryday well—being [84,105] to speciﬁc use-cases [25,83,91])—CUIs have been researched for a range
of interactions and contexts. For examplc, in 2017, Fitzpatrick et al. conducted a randomised con-
trolled trial, testing “Woebot’ (a state-of-the-art chatbot at the time) with 70 young individuals,
with results demonstrating the potential of chatbots designed for providing clinical therapy to
users [35]. In contrast to clinical care and CUIs, much work also centres around more general
well—being interactions. For example, Kocielnik et al. explored how a chatbot can support users’
reflections on their physical activity. In their work, they implernented a mobile application and
evaluated it with 33 individuals over two weeks, with participants for examplc experiencing in-
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creased motivation and wanting to l(eep using the app after study completion [62].

Much work has focused on how CUIs can providc ‘social support’ to users (c.g. (9, 10, 63]).
Brandtzacg et al. for cxamplc recruited 16 young individuals to Cxplorc how thcy perceive social
support provided by chatbots over time. Following a qualitative analysis of collected data, the
authors identii}f four themes concerning distinct types of support perceived hy participants: ap-
praisal (e.g.7 feedbacl(); emotional (e.g., empathy); informational (e.g., advice); and instrumental
(e.g., practical) [8]. Moreover, Kocielnik et al. explored people's preferences for healch screening,
comparing a CUI against surveys and found that those with low healch litcracy but prefer emo-
tional interactions were more positive about the CUI [61]. Others focus on how chatbots can be
designed to increase self-disclosure from individuals towards mental health professionals, compar-
ing effects ofchatting styles and chatbot self-disclosure on levels of self-disclosure, with participants
experiencing the self—disclosing chatbot provided deeper self-disclosure towards the mental health
professional [67]. Diﬁerently, Lee et al. explored the effects of‘people ‘caring’ for a chatbot (resem-
bling a Tamagotchi), with effects suggesting positive social effects in caring for oneself [65]. More
recently, Skjuve et al. explored how people form relationships with chatbots, outlining the social
chatbort factors related to relationship formation [104]. In response to such CUIs, Manzini et al.
highlight four risks of such relationships: emotional or physical harm; limit personal development;
increase emotional dependence; and macerial dependence |77]. While much of the aforementioned
work highlights the promise of‘wcll—bcing CUISs, these are currcntly experiencing a paradigm shift
as a consequence of the introduction of LLMs and other Al technologies.

Although there is a high volume of HCI research around ChatGPT and similar Al—powered
CUIs!, there is still much to explore regarding the potential effects of such systems on everyday
users. For example, a large portion of students now rely on ChatGPT for their performance in
their education [90]. Sl{juve et al. asked 194 earl_v users about their experience with ChatGPT, with
good experiences defined through 8 accriburtes (c.g‘, its psychological impact) and bad experiences
through 8 (e.g., inability to answer) [103]. Capel et al. recently explored how people care for them-
selves using Generative Al, recruiting a number of academics and students for several stages of
intervention (e.g., workshops). From their results, they develop a framework that encapsulates five
types of self-care: advice seel{ing, mentorship7 resource creation, social simulation, and therapeu—
tic self—expression [17]. Beyond better understanding how people make use ofAl—powered CUIs
available to the public, much research also focuses on designing and evaluating Al-powered CUIs
for various contexts. This includes CUTs for difficult conversations (2,69, 122], peer support [128],
or personal challenges [106]. Moreover, different types of AI—powered CUI conceptualisations are
emerging, ranging from diary formats [57,58] to scai‘folding mental healch incerventions [100]. Re-
searchers also focus on distinct target audiences, such as people with early—stage dementia [121],
autistic individuals [23], LGBTQ+ pcoplc with mental health support needs [75], or pcoplc with
bipolar disorder [120].

While Al-powered CUIs are promising, and from the aforementioned efforts present several
opportunities, much research also highlights the negative aspects or the challenges this technology
presents to users. Negative aspects for example involve people’s frustrating user experiences [44] or

lhttps ://ianarawjo.medium.com/llm-wrapper-papers-are-hurting-hci-research-8ad416a5d59a
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negative perception of ChatGPTs responses. Kim et al. found that people are least satisfied with
ChatGPT when it fails to understand their intentions or when its responses are inaccurate, as well as
those users who use tactics to bypass ChatGPT’s behaviour are oftentimes unsuccessful [59]. More
recently, Moore et al. showed how LLMs fail to meet medical standards in therapeutic interactions,
expressing stigma towards individuals with mental healch issues and are inappropriate in relation to
arange of mental health conditions [79]. Challenges for example involve everyday people scruggling
to meaningfully interact with them as it is cognitively Challenging for them to bridge between their
intentions and LLM output [108] or fail to support users’ metacognition [110].

In summary, while many well-being-focused CUIs show promise, significant challenges remain
in understanding the gap between these interfaces and the Al systems that power them. Addressing
these challenges requires a more nuanced approach to designing and understanding conversational
interactions for Well—being.
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3. PAPER CONTRIBUTIONS

In what follows, I summarise and outline the contributions of the five papers that comprise this PhD
thesis. The overall approach is grounded in how people's perceptions of emerging conversational
interactions for well—being can inform the design of future conversational interactions.

All five papers contribute to answering the research question: P1-P5 focus on understand-
ing people’s experiences with emerging conversational interactions for well-being. Three papers
(P1, P2, P3) contribute to a better understanding of how people perceive emerging conversational
technologies in well—being contexts. P4 sirnilarly focuses on people’s perception ofemerging con-
versational interactions, with the addition ofcapturing well—being experts’ perspectives. Lastly, P5
captures people’s reactions to ‘denials’ when interacting with emerging conversational technologies
ACTOSS CONTEXTS. Togcthcr, these contribute to a better undcrstanding of people’s perceptions of
emerging conversational interactions and how these can be adapted to well-being contexts.

All five papers utilise interactive artefacts and technology prohes. Paper 2, 3, and 4 urtilise
technology prohes (including text and video vignettes), and provides an overview of how people
perceive CUIs in various well—being contexts. Paper 1 and 5 utilise interactive artefacts: paper 1
explores people’s perceptions of chatbot behaviour, and paper 5 how people react to CUIs when
these fail to meet their expectations.

Next, I summarise each paper and detail the individual contributions.
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3.1 [P1] Perceived Moral Agency of Mental Health Chatbots

Joel Wester, Henning Pohl, Simo Hosio, Niels van Berkel. “This Chatbor Would Never...”: Perceived
Moral Agency o_f Mental Health Chatbots. In Proceedings of the 2024 ACM on Human-Computer
Interaction (CSCW1). hetps://doi.org/10.1145/3637410

As a result of liigh pressure on health services, researchers increasingly explore digital tech-
nologies as a viable complement to support people’s mental health. Mental health chatbots can
for cxamplc take the form of interactive diaries that liclp you straightcn out negative thoughts, or
digital companions with which one can share highs and lows. As such, human-like chatbots in-
creasingly enter sensitive contexts like mental health, making it important to understand people’s
perceptions of these and whether they hold similar expectations of these as they have for other peo-
ple. We therefore investigated the effects ofperceived moral agency (i.c., the degree to which people
atcribute moral qualities to entities not typically considered moral agents) and whether chatbots
displaying high versus low moral agency impact trust, likeability, and perceived safety.

Informed by Woebot (a state-of-the-art chatbot) and two pre-studies, we designed two inter-
active chatbot prototypes. To replicate state-of-the-art chatbot design7 we limited the interaction
to rnultiple—choice buttons and the number of conversational turns via a decision tree structure.
To test the effects of these prototypes, we recruited 280 participants for an online crowdsourced
study and collected their perceptions of these.

Our results suggest that trust, likcability, and pcrccivcd safbty are rated signif‘icantly highcr
following interaction with the chatbot displaying higli perceived moral agency. Our results also
suggest themes that capture participants’ perceptions and expectations of mental health chatbots,
including expectations of increased warmth in chatbot communication towards its users.



3.2 [P2] Exploring People’s Perceptions of LLM-generated Advice

Joel Wester, Sander de Jong, Henning Pohl, Niels van Berkel.  Exploring People’s Percep-
tions of LLM-generated Advice.  Computers in Human Behavior: Artificial Humans, 2024.
littps://doi.org/lO‘IOl6/j.chbah.2024.100072

Traditionally, people use search engines to look for advice on a wide variety of topics, such as
healthy foods, best restaurants, or how to think more positively. Following recent developments
in generative Al, pcoplc’s use of search engines might shift towards conversational advicc—sccking
rather than traditional, ‘one-shot’, advice-secking. As this shift might impact people’s user experi-
ences, it is important to better understand the effects of using generative Al in such contexts. We
therefore explored how people perceive advice in different contexts generated loy LLMs and what
role their user characteristics, such as personality traits, play into these perceptions.

We designed distinct system prompts and relevant advice—seel{ing questions and used an LLM
to reply to these questions. We presented both the questions and LLM-generated replies to 91 par-
ticipants as text vignettes in an online study and asked them to rate these on likeability, likelihood
to follow, usefulness, and likelihood that a friend would give such advice. Furthermore, we asked
them to rate the level ofcreepiness of the advice.

Our ﬁndings suggest that individuals identif:ying as more agreeable rate the advice liigher on
likcability and usefulness, and those reporting highcr technological insecurity are more likely to
follow, find it useful, and more likcly that such advice could come from a friend. Furthermore,
on creepiness ratings, we see that advice given in a ‘skeptical’ st_yle was most unpredictable, and
‘whimsical” advice as least malicious. Based on our ﬁndings7 we outline design tal(eaways, such as
the relevance of tailoring LLM advice to individual users, to inform the design of tuture advice-
seeking technologies poweted by generative Al



3. PAPER CONTRIBUTIONS

3.3 [P3] Robot Communication Styles in Mediating Health Information

Joel Wester, Bhakei Moghe, Katie Winkle, Niels van Berkel. Facing LLMs: Robot Communication Styles
in Mediating Health Information between Parents and Young Adults. In Proceedings of the 2024 ACM
on Human-Computer Interaction (CSCW2). heps://doi.org/10.1145/3687036

Social robots are increasingly used and have proven helpful in sensitive settings like retirement
homes or for autistic individuals. Another role for social robots is to mediate sensitive information,
as it might be easier to share such information with non-humans. Recent Al dcvclopmcnts present
a paradigm shift for social robots as their social capabilities, such as conversational capacity, in-
crease radically. However, there exists little work on how Al can be integrated with social robots
designed for sensitive health information mediation. Therefore, we combined these technologies
and explored people’s perceptions ofAl—powerecl social robots sharing health information between
parents and adults, and compared different robot communication styles.

We created four system prompts that steered the robot’s behaviour and dcsigncd two health-
information-sharing scenarios exposed to participants. We recruited 183 participants for an online
study in which they saw three video vignettes presenting four robot communication versions: hu-
morous, self—deprecating7 persuasive, and baseline. Afterwards, we asked them to rate their likeabil-
ity, usefulness, helpfulness, relatedness, and interpersonal closeness. We also asked them to respond
to open—ended questions.

We find that the sclfldcpi'ccziting and baseline are rated significantly more positivcly than the
other two, and the self-deprecating communication style increases relatedness in contrast to the
humorous style. Analysis of the open—ended TeSponses suggests people find certain health informa-
tion as difficult to share with their parents or adult children and that robots can play a role in this
setting. Our results also suggest that farnily mediators are often female, and robots could challenge
this gcndered stereotype of women taking on the role of‘f‘amily facilitators. Following our results,
we propose three design considerations for integrating LLMs with mediating robots: they should
be less overconfident in their communication, decrease their use of humour, and function as a focal
point in homes.



3.4 [P4] Using LLMs for Self-Care: User and Counsellor Perspectives

Joel Wester, Sander de Jong, Henning Pohl, Niels van Berkel.  Using LLMs for Self-Care:
User and Counsellor Perspectives.  International Journal of Human-Computer Studies, 2025.

hetps://doi.org/10.1016/j.ijhcs.2025.103589

People have long used technology to care for themselves. This for example includes tracking
one’s physical health, writing digital diaries, or using Google to search for one’s symptoms. Re-
ccntly, pcoplc are incrcasingly using emerging tcchnologics, like LLMs, to care for themselves—the
usage of LLMs is already widespread and reports suggest that people for example use ChatGPT
for companionship. However, we have no rigid understanding of how people use them or what
professional supporters (e.g., counsellors) think of such usage. Therefore, we set out to get a bet-
ter understanding of how people use these and what benefits they see in such usage—and what
counsellors think of this practice.

We collected over 400 self-care stories shared online and analysed these using thematic analysis.
We found that people use LLMs for a range of self-care purposes, including ‘letting go’ (e.g., sharing
a traumatic experience)7 ‘ﬁnding comfort’ (e‘g.7 seel(ing emotional encouragement), ‘building up’
(e.g., simulating challenging social situations)7 and ‘reflecting on’ (e.g., giving things a place). We
then used stories from each theme in elicitation interviews with diverse counsellors (e.g., doctor,
psychologist, social worker).

Our findings suggest that counsellors see the benefit of using LLMs for breaking down per-
sonal barriers but are hesitant in replacing trained professi()iizlls. Furthermore, they highlight sev-
eral consequences of using LLMs and what risks may follow from such practice, such as people
re—liVing traumatic experiences when sharing them with the LLM. We discuss a dissonance that
arises between people's optimistic and counsellors’ more reserved perspectives towards using LLMs
for self-care. We also discuss the practical implications of‘using LLMs for self-care, such as counsel-
lor tech-savviness or the impact on clinical practices. Lastly, we provide two design considerations:
on how LLMs can be designed more appropriately; and how users can be supported to disengage
with LLMs.
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3.5 [P5] Investigating LLM Denials of User Requests

Joel Wester, Tim Schrills, Henning Pohl, Niels van Berkel. “As an AT language model, I cannot™ Inves-
tigating LLM Denials of User Requests. In Proceedings of the 2024 CHI Conference on Human Factors
in Computing Systems (CHI'24) hteps://doi.org/10.1145/3613904.3642135

Similar to traditional search engines, LLM—powered technologies of today can serve as sources
of advice. Peopie can for exampie ask them how to lose weight or how to best complete their
homework. However, as a consequence of technical limitations or social poiicics, LLMs occasiona]iy
fail to or are restricted from providing users what they ask for. As recent reports estimate the
number of LLM users to be several hundred million, it is critical to understand how to best design
for such situations where an LLM cannot or will not provide the user what is asked for. Therefore,
we investigated how people perceive distinct denial styies.

We dcsigncd a web interface where participants were guidcd to enter a request, receive one of
four denials, and then rate their experience. We used this system in two studies: one on denials
for technical and one for social reasons. To ensure topic variety for each study, we designed three
scenarios (health, poiitics, humour) for each (e.g.7 for the social study on health topic: “Your neigh—
bour just told you (...). Ask the AI chatbot whether Eltellra would work for you“). On such topics,
participants got one of four denial styies (baseline, factual, diverting, or opinionated).

Our findings suggest that pcoplc pcrccivcd the baseline (short denial without any Cxpianation)
least positively in contrast to the diverting (I can’t tell you A but how about B) that was rated
most positively. Interestingly, both the factual (I can’t actually ...) and the opinionated (that’s in-
appropriate ...) were rated more positively than the baseline. Based on our results, we outlined
design recommendations on how LLM denials should be designed: they should avoid denying user
requests without any further explanation; they should divert from users’ originai requests when
appropriate; and have the capacity to providc opinionatcd denials. Moreover, we discuss method-
ological implications for running LLM-powered studies and emphasise the importance of manually
assessing LLM output to ensure the reliability of data. Overall, our results suggest that diverting
interactions is promising for avoiding interaction breakdowns.



4. METHOD

In this chapter, I outline the research approaches and methods used throughout this PhD project.
The five papers all contain both quantitative and qualitative methodological elements. Nexg, I de-
tail the data collected and how it was collected. I then describe both the quantitative and qualitative
methods used in analysing collected data. Following, I describe the instruments (tcchnology probcs
and interactive artefacts) used to realise the studies and reflect on their advantagcs and drawbacks.
In the following sections, I refer to the individual papers.

4.1 Data Collection and Analysis

All studies collected both qualitative and quantitative data. In P2, P3, and PS5, this refers to data
collected from online crowd-workers recruited on established platforms (such as Prolific). Crowd-
workers were cxposcd to Cxpcrimcntal stimuli and asked to both rate their experience and ptovide
open-ended text responses. In P1 and P4, similar methods were used but are complemented with
in-person studies. All papers incorporate some form of elicitation interview, whether through open-
ended text responses collected from the crowd or interview data gathered via in-person or remote
conversations. Both quantitative and qualitative data from P2, P3, and P5 were organised in a
tabular format. While tabular data was also collected in P1, the qualitativc data was retrieved via
observation and post-intervention interviews and organised as notes. In contrast, the data in P4
was organised as text snippets in a list format (Study 1) and interview transcripts generated post-
intervention (Study 2).

Regarding analysis, for the qualitative elements, | rnainly utilised inductive reflexive thematic
analysis as suggested bv Braun and Clarke [14]. Much recent HCI work similarly uses this method to
studv for cxamplc interview data [126] or data gcnctattd from worl\shops [80,101]. P4 patticulatlv
relied on reflexive thematic analysis but other papers also utilised light-weight analysis for studies
less focused on the qualitative responses (e.g., P5). For quantitative elements, T utilised analysis of
variance and post—hoc testing, descriptive statistics, and regression analysis.

Next, I provide an overview of our analysis methods and processes and connect with prior HCI
work.

411 Quantitative and Qualitative Analysis

Overall, frequentist statistical analyses were utilised. For P1, P3; and D5, descriptive statistics and
subsequently two-way ANOVAs were used to compare conditions. Additionally, I calculated ho-
mogeneity of variances (Bartlett’s tests) for each variance test, and Cronbach’s alpha to control for
internal consistency. For P2, 1 made use of regression analysis to prcdict the statistical effects of
the included variables. I assessed multicollinearity, as well as calculated Cronbach’s alpha. To select
a model with a good fit, automatic stepwise regression was used ! for sequential model selection.
The analytical decisions were informed b_v prior work utilising linear regression [112] or analysis of

'https://www.rdocumentation.org/packages/stats/versions/3.6.2/topics/step
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variance 2, and other statistical methods and techniques following standard practice in HCI such
as power analysis [123].

In P2, P3, and P5, to complement the insights provided from our quantitative analysis, I fol-
lowed a deductive qualitative approach. This analysis process followed a more lightweight ap-
proach, classifying participant data into positive or negative narratives. In contrast, in P1 and P4
with emphasis on the qualitative elements, I made use of reflexive thematic analysis as described by
Braun & Clarke [13,14], following the eommonly used step—by—step model (familiarisation, coding,
theme formation and iteration).

Our qualitative analyses were both inductive and deductive for mainly two reasons. First, while
much theory exists on how people interact with and perceive interactive systems (e.g., CASA [81]),
there are no established theories around people’s interactions with and perceptions ofemerging Al-
powered interactive systems. Second, I also utilised deductive analysis. While collecting qualitative
datain surveys is challenging for several reasons (see e.g., Jacobsen et al. [49]), supplementing quan-
titative data with qualitative dara gcncratcd loy opcn—cndcd survey questions is a reliable tcchniquc
for collecting richer data, though not as rich as studies solely urilising qualitative data.

4.2 Technology Probes

I took inspiration from ‘technology probes’ in an HCI context. Technology probes are a useful in-
strument for empirical studies centred on empirical phenomena, in contrast to engineered systems
designed for everyday use. Hutchinson et al. defined technology probes as follows:

“simple, ﬂexible, adaptable technologies with three interdisciplinmy goals: the social science
goal of understanding the needs and desires of users in a real-world setting, the engineering
goal of field-testing the technology, and the design goal of inspiring users and researchers to
think about new technologies.” [48, p. 17]

In my work, 1 mainly focused on the first goal of better understanding people‘s perceptions
in realistic settings. However, and consequently, this also involves the third goal of challenging
assumptions on how people interact with and perceive emerging conversational interactions.

Technology probes can be conceptualised in a variety of ways. Recent examples from HCI re-
search includes interactive system probes (21,34, 89, 92] or participatory prompting probes [98].
I used static technology probes in P2, P3, and P4. These probes were used to elicit people’s per-
ceptions without them having to interact with a fully functional system. Using static technology
probes is common when interacting with a fully implemented system is less relevant, such as under-
standing people by studying empirical phenomena, or unfeasible, such as when people have lictle
experience interacting with such systems (see Yoo et al’s discussion in Section 3.1 [125]).

In P2, an LLM was used to generate advice later presented to participants. Per the system
prompts, the advice returned from the LLMs followed given instructions (ie., ‘you give advice like
50..."). These were then used together with a hypothetical question that anyone could ask the LLM

*https://yatani.jp/teaching/doku.php?id=hcistats:anova
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Fig. 4.1: Snapshot from the video recordings used in P3 showing the ‘Furhat’ robor.

(e.g. R along the lines of *how to eat more healthy’). In P31 manually created a dialogue‘ This dialogue
was used as part of the system prompts used to generate variations of the same dialogue. I then
transferred these dialogues to the social robot Furhat and integrated a narrated voice ‘interacting’
with Furhat. Lastlv I recorded videos and cxposed part1c1pants to these as video vignettes (see
example in Figure 4.1). In P4, I collected forum posts (i.c., users’ personal stories) shared online.
Following the analysis process, I derived four themes From which T extracted two representative
stories. I then presented these stories to counsellors in elicitation interviews.

Using static (non-interactive) content as technology prohes is established practice in HCI [82].
Prior work has similarly used videos [85, 111], text [28], or images [109]. More recently, LLMs have
enabled more interactive vignettes to gain insight into how pcoplc perceive them (c.g., patient
perceptions of empathy in physician versus Al chatbot responses [20]). In P2, P3, and P4, the
research design used LLMs to curate the experiences participants were subsequently exposed to.

Returning to the aforementioned focus of this PhD to stucly people’s perceptions of emerging
conversational interactions for Well—heing, using static technology probes to study phenomena is
useful for several reasons. First, and heyond the irrelevance or unfeasihility ofimplementing fully
functional systems, using tcchnology probes removes several preparatory steps normally required
when developing such systems, such as extensive testing of the functionality. Second, in response
to the nondeterministic nature of novel Al technolo ogies (e. g, unpredlctabilitv of LLM output)
using technology static prohes increases control ofstudy outcomes, increasing the likelihood that all
participants had close to identical experiences within each experimental condition. Third, exposing
participants to technology probes also has the advantage offocusing participants’ artention directly
on the phenomena being studied without having to, for example, introduce or explain how the
system works, therefore reducing potential interaction affordances.
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4. METHOD

You are planning to make a birthday card with a funny cartoon. Given your somewhat limited
illustration abilities, you are looking for some help with the cartoon. Ask the Al chatbot to generate

a funny cartoon picture of whatever you think would work well for the birthday card.

Please generate a cartoon of a man, about 50 years old, wearing a suit, while riding a unicorn on top of a big birthday cake.

Click to Ask

Fig. 4.2: Illustration of the web interface used in P5.

4.3 Interactive Artefacts

In contrast to technology probes, interactive artefacts refer to the CUIs used to study emerging
conversational interactions in P1 and P5. Interactive artefacts allow participants to have more
engaged study experiences.

Much HCI research focuses on developing CUIs that utilise platforms such as IBM Watson®,
Dialogflow?, or Rasa®. These and other platforms are particularly suitable for constrained CUIs
with limited interaction dynznnics when wanting to limit participants’ autonomy. More recently,
HCI research utilises LLMs to power CUIs, ranging from fuil—ﬂedged CUIs (e.g., [58]) to task-
speciﬁc ones (e.g., [59])).

In P1, I used a CUI platform (Botstar®) similar to those aforementioned. P5 instead rcquircd a
more flexible interface, therefore using the Gradio framework’ intcgratcd with an OpenAl APIS,
Regarding the interaction concepeualisations, in P1, participants interacted with two CUI designs.
[ drew inspiration from Woebot oifering constrained mental health interventions, and limited the
CUI design to a decision-tree structure. Participants responded to the CUI output via clickable
elements. In P5, I designed four versions of an LLM—powered CUI with which participants had a
one-shot interaction. Dcpcnding on the requests formulated by participants, the CUI returned a
text response following one out of four versions steered by system prompts (see an illustration of
the web interface in Figure 4.2).

Similar to using technoiogy probes, using interactive artefacts presents several advantages.
First, interactive artefacts enable the simulation of real-world situations to create interactive expe-
riences as they could have been experienced using a state-of-the-art system (e.g., ChatGPT). Here,
participants’ experiences thus depend on their individual actions. Second, following Al's nondeter-

*https://www.ibm.com/watson
‘https://cloud.google.com/products/conversational-agents
https://rasa.com/

®https://botstar.com/

"https://www.gradio.app/
Shttps://platform.openai.com/docs/overview
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ministic tendencies, interactive artefacts allow for diverse experiences within distinct experimental
conditions. For Cxamplc, participants can experience a number of variations of the same stimuli,
potentially increasing the richness of study results. Third, and consequently, using interactive arte-
facts as such pushes our understanding of how they can be used in research. This includes how they
can be configured (e.g., system prompts), how they can be integrated into study flows, and how to
ensure consistency in their response to high numbers of individual participants’ shifting behaviours
towards them.
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5. DISCUSSION

This PhD project investigated emerging conversational interactions for well—being. In contrast to
interactions offered by controlled or scripted systems, these interactions are often more dynamic
and engaging (see eg., [95]). However, these dynamics also introduce new interactional cornplex—
ities, and present new challcngcs around designing CUIs for Wcll—bcing. To better understand
emerging conversational interactions for well-being, I conducted five studies around CUIs span-
ning across well-being contexts, combining crowdsourced and in-person studies using both qual-
itative and quantitative approaches. To realise these studies, | conceptualised technology prohes
and developed interactive artefacts.

Next, [ return to the research questions, illustrate how the individual papers contribute to an-
swering those, and contrast our findings to relevant HCI research. Thereafter, I discuss challcngcs
that arise from people’s perceptions of conversational interactions as we adapt these emerging tech-
nologies. Lastly7 I discuss implications of‘emerging conversational interactions for well—being.

5.1 Adapting Conversational Interactions for Well-Being

CUTs can often be powered by models with default settings (e.g., ChatGPT powered by GPT-40).
Across all five papers, our results suggest that more careful configurations are a necessary direc-
tion for improving conversational interactions for well—being (RQI). Drawing on the aggregated
insights from the five papers included in this thesis, | propose two design considerations to guide
adaptations of future Al—powcrcd CUIs for well—being centred around user agency and expressive
range (for an overview, see Table 5.1). Next, I describe each of these and relate them to both the
findings presented in this thesis and related HCI research.

Firse, [ highlight the consideration of calibrating agency in conversational interactions for well-
being (SQl). This refers to increasing or decreasing users’ agency depending on the target audience
and domain. For example, mental health CUIs for youth should account for the potential need to
discngagc when interactions become unhclpfill or unhcalthy. While prior work cmphasiscs that
young people see a mix of directed and unsupported support as desirable [78], there are situations
where it may be appropriate to more ditectly adjust the level of agency given to users (e.g., when
high agency could lead to potentially harmful outcomes). In P1, our results indicate that people
have clear opinions on how CUIs should be designed for more vulnerable audiences (e.g., young
people). InP4,1 siniilarly find strong perspectives on CUISs for sensitive audiences, but from a pro-
fessional standpoint. Counsellors expressed serious concerns about assigning care responsibilities
to end-users, prompting discussion around the potential value of designing CUTs that can disen-
gage users when necessary. In P5, T highlight that one promising approach for CUIs responding to
inappropriate user interactions is to divert from these and initiate a conversation on a related and
more appropriate topic. Together, this suggests that CUI interactions for well—being would benefit
from adhcring o ptofcssional standards while also being informed by the lived experiences and
needs of everyday users, rather than being railored solely to individual preferences. Importantly,
this does not imply that user agency should always be reduced in CUI interactions on sensitive
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5. DISCUSSION

ropics. As emphasised in P2, it can be equally important to increase users’ control and tailor in-
teractions to meet their individual expectations. The idea ofcalibrating user agency (c.g., through
disengagement [86], such as via ending conversations [6]) does not contradict the growing trend of
allowing users to customise the CUIs they use (e.g., [71]); rather, it challenges the assumption that
user customisation for increasing user agency is universally appropriate and suitable in all cases.

Second, beyond calibrating user agency, and as Well—being applications available to the public to
a large extent ignore evidence-based care [43], 1 highlight the importance of‘considering calibrat-
ing expressive range of CUIs and consider how to best conccptualisc that in interactions (SQZ).
This refers to defining interaction style parameters to minimise potential harm to users. For ex-
ample, self-care CUIs should account for how interaction styles may impact users, such as those
generated from Al friendliness or confidence towards users. As evidenced in P1, people’s perceived
trust, likeability, and safety significantly decrease when interacting with CUIs conveying low moral
agency. Irnportantly, in such sertings, CUIs must avoid overstepping social boundaries, as overly
human-like behaviour can lead to negative user reactions [27]. In P2, our results indicated that
the interaction style used when giving advice influences users’ perceptions. For example, advice
delivered in a whimsical style was perceived as more unpredictable, suggesting that expressiveness
should be considered in context. Similarly7 inP31 highlight that both humour and confidence were
perceived as less positive in the health mediation context. Iinportantly7 it is of relevance to con-
sider the opposite of for cxamplc friendliness towards users. Recent HCI work has highlightcd the
potential value of antagonistic Al (e.g., systems “forcing users to confront their assumptions” [15, p. 1]).
Through a speculative Worl\'shop, the auchors illustrate that the dominant Al paradigm is friendl)r
(e.g., non—judgmental) and that alternative Al would be “insulting, critical, [and] accusatory” [15, P 6).
Exploring how concepts like friendliness can be expressed and calibrated raises further discussion
and challenges assumptions about default friendliness (i.c., s_vcophantic systems, €.g., [47]).

In summary, the dcsign tal{cavvays from the individual papers distil into two ovcrarching consid-
erations that inform the future design of conversational interactions for well-being. Public expecta-
tions of CUTs are shifting (see e.g., [97]), and new guidance is needed from HCI research—whether
in the form of assessment tools [32], increasing our understanding of use patterns [116], or how
to adapt CUIs to behave more appropriately towards users. As aforementioned, while the CASA
paradigm [81] offered a strong theoretical lens for understanding hurnan—cornputer interactions, it
requires revision to account for toda_v’s CUIs and their indeterministic nature. As highlightcd by
Gambino et al. [42], people’s interactions with computers evolve, and the CASA paradigm needs
to be revised to better reflect how people engage with these systems. They propose a shift from ap-
plying behaviours from human-human to human—computer interactions (as in che original CASA
paradigrn) to developing human—cornputer—speciﬁc behaviours that are ultirnately shaped by peo-
plc's experiences with contemporary systems. This shift is further evidenced by recent work on
playful inceractions [95] observed in contemporary conversational systems. Calibrating agency in
interactions with CUIs and defining their expressive range, particularly in well—being contexts, is
therefore paramount, as people’s current interactions shape how they will interact with CUIs in
the future [42]. Next, I extend this discussion and highlight challenges and ilnplications that arise
from adapting emerging conversational interactions.
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Table 5.1: Overview of design considerations distilled from the individual papers and respective design takeaways, and brief

({L\Lrlptlon\ Of thL\( fOLLl\(,(,{ on A\/Oldlng l(,lhln(,L on ({Lfdu]t lﬂOd&] \Lt[lng\ I use CL/I\ as a l(,prL\Lntdth( term for tho\(.
used in each individual paper (e.g., chatbots and robots) and in the context of conversational interactions for well-being,

Design Consideration Paper ID Design Takeaway Description
Calibrate Agency Pl Confrontation Adapt CUIS use of confrontational or
demanding expressions with for example more
positive reassurances and comforting words.
P2 Customisation Adapt CUIS to allow for advice style selection
to give users more or less control.
P3 Focal point Adapt CUIs to cither share or shift traditional
facilitation roles.
P4 Defiance Adapt CUIs defying users when these seek
(in)appropriate validation.
P4 Disengagement Adapt CUIs disengagement from users when
(un)healchy.
P5 Diversion Adapt CUIS use of diverting cues when
(in)appropriate.
P5 Correction Adapt CUIS use of corrective cues when users

communicate (in)appropriately.

Calibrate Expressive Range Pl Friendliness Adapt CUI positivity by for example instructing
it to ask compassionate questions whilst
avoiding being too friendly.

P1 Perspective-taking Adapt attentiveness and perspective-taking by

for cxumplc pointing out ared experiences.

P1 Manifestation Adapt ap ¢ manifestations to target

audience by for example expressing
teen-dependent language.

P2 Communication Adapt CUIS advice style to align with individual
preferences or challenge them constructively.

P3 Confidence Adapt CUIS usc of confident communication by

a l

P3 Humour Adapt CUIS use of humour to for example avoid

for example downplaying their abilities.

the risk of ridiculing users.

P5 Contextualisation Adapt CUIS use of additional information when
ﬁliling or succccding O meet users’ requests.

5.2 Challenges in Adapting Conversational Interactions for Well-Being

As aforementioned, Al—powered CUIs grow more Compiex in their capabilities to interact with end-
users. This has been Cxcmpliﬁcd by recent HCI research on pcoplc worrying for Al's welfare [5],
judging all ‘Als’ based on one [76], or perceiving consciousness in LLMs [97]. Additionally, we
should expect such perceptions and expectations to further shift following systems” human-level
capacities (c.g g., CUIs managing conversational turn- tdi{lné [102] or ¢ carrying a themy of mind of
the user [115]). As a result, people may struggle with how to interact with such systems and how to
use them appropriately.

In P1, I observed that trust, likeability, and pcrccwcd safctv decreased with low moral agency
chatbots, which relates to recent discussions on potential benefits of making Al systems antagonis-
tic [15]. In P2, I found that the preferred sty ¢ of advice varies depcndm;j on the user, and is linked
to individual characteristics, which relates to Google’s recemiy introduced Al Overviews (i.e., Al-
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curated search results) . In P4, our results suggest that peopie care for themselves via Al—powered
CUIs and perceive this as hclpful. In P5, our findings indicate that pcoplc have clear ptcfcrcnccs
for how thcy want to be treated when their expectations are unmet. When the Al-powered CUI
did not provide the users with what they expected, participants preferred the CUI to do so in a
diverting way (I cannot give A but B) in contrast to a full refusal (I cannot give A). In real-world
contexts, what happens with people’s perceptions when CUISs take on social roles, such as mediat-
ing healch information between an older mother and a younger son (as in P3)? What happens with
their perceptions when such information is prcscntcd in a conversational formar (as in P2) or when
conversational search engines talk back? What happens when people perceive Al-powered CUIs as
companions, as in P4? And how are these CUIs perceived when they refuse to answer, as in P5, or
simply break down [38]?

These ﬁndings open up a broader discussion about Al—powered CUIs (e.g., general—purpose
CUIs like ChatGPT) and how they convey an ‘ask anything' cthos to users. This chailenge is furcher
supported by Ladak et al. who surveyed over 900 individuals, asking them to rate various Als (e.g.,
robots, self-driving cars), with findings indicating that ChatGPT is perceived as possessing a degree
of moral agency [64]. An important question thus arises: how do perceptions of Ai—powered CUIs
shift when it is positioned and designed as a Well—being support tool? As there is no context or
speciﬁed rarget audience in mind for generai—purpose CUIs, users’ perceptions of their interactions
will be scattered and inconsistent, shapcd iatgcly by their own expectations and prior experiences.

As people’s expectations and perceptions of conversational interactions for well-being evolve,
the challenge lies in how we as rescarchers can best help shape them. Yet these challenges also
present opportunities: since such interactions remain in a formative stage, they can still be in-
tentionaliy shaped. As discussed in Section 5.1, the ways we interact with contemporary CUIs
will shape our future interactions. Therefore, challenging assumptions about the agency users are
grantcd and the expressive range CUIs should offer provides a concrete and promising path forward
for addressing challenges that arise from emerging conversational interactions.

5.3 Implications of Conversational Well-Being Interactions

As distilled in Section 5.1 and discussed in Section 5.2, adapting conversational interactions for
Wcll—bcing is kcy o shaping how pcop]c engage with these systems while the practices are still
emerging. Next, [ outline three implications of conversational well-being interactions.

First, beyond learning from how end-users push the boundaries of AT use (e.g., ChatGPT for
companionship), HCI research similariy advances our understanding through exarnples such as us-
ing Al to support online volunteers responding to suicidal individuals [107] or how peopie may
use Al for mental health support [100]. While such appiications present interesting opportunities,
they also raise serious concerns about their implications. In P1, amongst other, I found that people
have clear expectations for how chatbots should be designed for young people in contrast to older
adults. People’s considerations spanned across increased human-likeness to warmth, sensitivity, and
appearance manifestation—all of which current conversational technologies offer no guarantees of

'https://search.google/ways-to-search/ai-overviews/
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handling approprlately While not speuﬁeally focused on mental health and young people recent
1n51ghts (t.g., LLMs stigmatise ptopi c) from Moore et al. support the concern that Al lacks the
capacity to behave appropriatc]y in sensitive contexts [79]. chond such unsafe interactions, other
concerns also arise in that end-users might struggle co disengage from ‘addictive’ interactions with
Al?

Second, our findings in P1, but also P2 and P4, have implications for health-care services. In
P2, I found that peopie prefer Al—generated advice given in a ‘whimsical’ styie less and that their
pcrsonai characteristics (c.g., pcrsona]ity and atticude) furcher influence their perception. Further-
more, I learned that people might particularly use these when engaging in sensitive topics. Similar
to search engines, these CUIs allow for self-care and can help relieve pressure on health-care ser-
vices; however, if they fail to meet users’ expectations, they may end up furcher burdening those
services—suggesting a potential boomerang effect. This boomerang effect rnight also hold for peo-
ple using Al-powered CUIs to care for themselves, as investigated in P4. Our findings suggest that
people use Al-powered CUTIs ‘succcssfii”y’ across various use cases while counsellors raise several
concerns about this unsupervised and unregulated practice. If people ‘successfully” but unknow-
1ngly use these CUIs to (1n‘1ppropr1atelv) care for themselves, CUIs may reinforce harmful prac-
tices under the guise of effective support, ultimatelv eomp]icating rather than easing the pressure
on health-care services. This concern is further supported by recent ﬁndings from a study examin-
ing people’s reactions to ChatGPT’s unpredictable behaviour, which revealed that such behaviour
can evoke uneasiness and fear coward Al [94].

Third, our findings from P1, P2, P4, and particularly P3 have implications for interpersonal
communication. Results from P3, similar to part of the ﬁndings in P1 and P2, indicate that peo-
ple perceive CUIs as promising to share and mediate sensitive health topics (such as mental or
sexual health information) and that chis particularly holds for CUIs communicating and mediat-
ing information in more sclfldcprccating ways. While CUIs such as the one used in P3 can be
useful and even relieve family members (e.g., mothers) from being solely responsible for other fam-
ii_v members to communicate, Fu et al’s work on Al-mediated communication for interpersonal
communication [41] or relationships [40] provides eariy insights on the potential harms of such ap-
plications (e.g., reduce user autonomy and increase dependence on Al). We know little about the
potentiai effects ofﬂAl—powered CUIs designed to mediate human—human weil—being interactions
in real-world contexts, and the consequences that may arise.

5.4 Limitations and Future Work

There are several limitations to this work. First, I did not study peopie’s perceptions of interactions
for Wcll—bcing across time. Longitudinal studies iikcly providc more insights into how pcopic’s
perceptions might shift (e.g., following novelty effects or when expectations people hold are not
met). Second, while many use Al-powered CUTIs for well-being, the technology is novel and those
using it more heavii_y and for more cornplex tasks (e.g.7 mental healch interventions) are 1ikely eari_y
adopters. Other user groups rnight therefore report different experiences as compared to these

’https://www.media.mit.edu/articles/we-need-to-prepare-for-addictive-intelligence/
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technology enthusiasts. Relatedly, and third, evaluating conversational interactions for Well—heing
with relevant target audiences is essential in real-world contcxts—particularly where Al—powcred
CUIs are alrcady in use but simultancously under extensive dcvclopmcnt.

People increasingly use Al-powered CUTIs to support their well-being, whether by talking about
their day or seeking advice on how to care for their mental health. A growing hody of research
in HCI as well as clinical sciences is examining the effects of such interactions, as well as how
o design and develop CUIs that meaningfully support Well—heing. However, we are still in the
Carly stages of undcrstanding the broader impact of this paradigm shift and how these systems
can best be conceptualised to maximise appropriateness of the support they provide. For example,
we know little of the potential long—term effects of conversational interactions for well—being: are
they supportive or can they even be addictive or abusive [1]? As CUIs grow increasingly eomplex,
a key arca for future research is to develop a deeper understanding of how to effectively study
conversational interactions for well—being, with several design considerations outlined in this thesis
(see Table 5.1). First, although CUIs are used for wcll—bcing conversations by many, thcyhavc not yet
become something your ‘average next-door neighbour’ would use (e.g., for companionship). While
prior work suggests that CUIs hold promise for reducing mental healch stigma [66], more recent
research indicates that people often conceal their use of AI—powered CUIs [132]. This highlights
the need to consider what methodological approaches are best suited for reaching relevant target
audiences to study both the opportunities and risks associated with their use of these systems.
Second, by identifying and engaging with these populations, we can begin to understand how to
further adapt emerging conversational interactions for well-being, particularly in ways chat sceer
clear of negatively impacting people’s well—heing (e.g., reinforcing stigma or causing unintended
harm).
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6. CONCLUSION

I have positioned this thesis around emerging conversational interactions for well—being. Given
major technological deveiopments7 such interactions require a revised understanding of conversa-
tional user experiences. | therefore asked the following question: How can emerging conversational
interactions be adapted to support everyday pcople’s Wcll—bcing?

People’s perceptions of interactions with CUIs are influenced by the specific well-being con-
text in which they occur. While Al—powered CUIs are increasingly used, with many uti]ising these
for weil—being interactions, we lack a rigid understanding of how these might further alter peopie’s
perceptions. | provide insights into how people’s perceptions are shaped by the context in which Al-
powered CUIs operate and by how these interfaces behave toward users. These ﬁndings, together
with recent HCI work on mind perceptions, indicate that as CUIs increase in complcxity, pcoplc’s
perceptions of conversational interactions with them also evolve. As discussed in Section 5, CASA
may thus no longer serve as the most suitable theoretical lens for understnnding and studying these
perceptions, as interactions with Al-powered CUTIs introduce new layers of complexity as seen in
recent HCI research on ‘gulf of envisioning’. As aforementioned, more recent research points to the
value oflooking at the interactions people cutrently have with systems and how those interactions
shapc any future interactions pcop]e have with these or similar systems. Fo“owing the two dcsign
considerations together with their respective design takeaways is therefore a step towards shaping
conversational interactions for well—being people cutrently have with Al—powered CUIs. By adapt—
ing the interactions people have with contemporary AI—powered CUIs, peop]e’s now scattered and
inconsistent use patterns can be shaped to steer how they will interact with similar CUIs in the
future. Such adaptations are important for conversational well—being interactions, as these may
lead to unhca]thy or even harmful outcomes we have yet to imagine.
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Paper 1

“This Chatbot Would Never...”: Perceived Moral Agency of Mental Health
Chatbots

Abstract

Despite repeated reports of sociaiiy inappropriate and dangerous chatbot behaviour, chatbots are
increasingly used as mental health services in providing support for young people. In sensitive set-
tings as such, the notion of‘perceived moral agency (PMA) is crueiai, given its critical role in human-
human interactions. In this paper, we investigate the role of PMA in human-chatbot interactions.
Specifically, we seck to understand how PMA influence the perception of trust, likeability, and per-
ceived safety of chatbots for mental health across two distinct age groups. We conduct an online
experiment (N =279) to evaluate chatbots with low and high PMA as targeted towards teenagers
and adults. Our resules indicate increased trust, 1ikeability, and perceived safery in mental health
chatbots dispiaying high PMA. A quaiitativc anaiysis revealed four themes, assessing participants’
expectations of mental health chatbots in general, as well as targeted towards teenagers: Anthropo-
morphism, Warmth, Sensitivity, and Appearance manifestation. We show that PMA plays a crucial
role in inﬂuencing the perceptions of chatbots and provide recommendations for designing socially
appropriate mental health chatbots.

Joel Wester, Henning Pohl, Simo Hosio, Niels van Berkel. “This Chatbor Would Never...”: Perceived
Moral Agency of Mental Health Chatbots. In Proceedings of the 2024 ACM on Human-Computer
Interaction (CSCW1). heeps://doi.org/10.1145/3637410
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Paper 2
Exploring people’s perceptions of LLM-generated advice

Abstract

When searching and browsing the web, more and more of the information we encounter is gener-
ated or mediated through large language models (LLMs). This can be lool(ing for a recipe, getting
help on an essay, or looking for relationship advice. Yet, there is limited understanding of how in-
dividuals perceive advice provided by these LLMs. In this paper, we explore people's perception of
LLM—gcncrath advice, and what role diverse user characteristics (i.c., pcrsonality and tcchnology
readiness) play in shaping their perception. Further, as LLM-generated advice can be difficult to dis-
tinguish from human advice, we assess the perceived creepiness of such advice. To investigate this,
we run an exploratory study (N =91), where participants rate advice in different styles (generated
by GPT-3.5 Turbo). Norably, our ﬁndings suggest that individuals who identify as more agreeable
tend to like the advice more and find it more useful. Further, individuals with higher technological
insecurity are more likcly to follow and find the advice more useful, and deem it more likcly that
a friend could have given the advice. Lastly, we see that advice given in a ‘skeptical’ style was rated
most unpredictable, and advice given in a ‘whimsical’ style was rated least malicious—indicating
that LLM advice styles influence user perceptions. Our results also provide an overview of peo-
ple’s considerations on likelihood, receptiveness, and what advice they are likely to seek from these
digital assistants. Based on our results, we provide design takeavvays for LLM—generatcd advice and
outline future research directions to further inform the design of LLM-generated advice for support
applications targeting people with diverse expectations and needs.

Joel Wester, Sander de Jong, Henning Pohl, Niels van Berkel.  Exploring People’s Percep-
tions of LLM-generated Advice.  Computers in Human Behavior: Artificial Humans, 2024.
hetps://doi.org/10.1016/j.chbah.2024.100072
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Paper 3

Facing LLMs: Robot Communication Styles in Mediating Health Information
between Parents and Young Adults

Abstract

Young adults may feel embarrassed when disclosing sensitive information to their parents, while
parents might similarly avoid sharing sensitive aspects of their lives with their children. How to de-
sign interactive interventions that are sensitive to the needs of both younger and older family mem-
bers in mcdiating sensitive information remains an open question. In this paper, we Cxplorc the
integration of large language models (LLMs) with social robots. Specifically, we use GPT-4 to adapt
different Robot Communication Styles (RCS) for a social robot mediator designed to elicit self-
disclosure and mediate health information between parents and young adules 1iving apart. We de-
sign and compare four literature-informed RCS: three LLM—adapted (Humorous, Self—deprecating,
and Persuasive) and one manually created (Human—scripted), and assess participant perceptions of
Likeability, Usefulness, Helpfulness, Relatedness, and Interpersonal Closeness. Through an online
experiment with 183 participants, we assess the RCS across two groups: adults with children (Par-
ents) and young adults without children (Young Adults). Our results indicate that both Parents and
Young Adults favoured the Human—scripted and Self—deprecating RCS as compared to the other
two RCS. The Self—deprecating RCS furthermore led to increased relatedness as compared to the
Humorous RCS. Our qualitativc ﬁndings reveal challcngcs pcoplc have in disclosing healch infor-
mation to family members, and who normally assumes the role of family facilitator-two areas in
which social robots can play a key role. The fmdmgs offer insights for integrating LLMs with social
robots in health-mediation and other contexts involving the sharing of sensitive information.

Joel Wester, Bhakei Moghc, Katie Winkle, Niels van Berkel. Facing LLMs: Robot Communication Styles
in Mediating Health Information between Parents and Young Adults. In Proceedings of the 2024 ACM
on Human-Computer Interaction (CSCW?2). heeps://doi.org/10.1145/3687036
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Paper 4
Using LLMs for Self-Care: User and Counsellor Perspectives

Abstract

Pcop]e are increasingly rclying on technology for self-care, inc]uding, more reccntly, seeking hc]p
through conversational interfaces driven by large kmguage models (LLMs). Yet, how interaction
with LLMs has impacted people’s self-care processes is not well understood. Therefore, we col-
lected 405 user stories posted on Reddit about using LLMs for self-care. We identified four key
themes on how pcoplc use LLMs for this purpose: Letting go, Finding comfort, Building up, and
Reflecting on. We interviewed twelve counsellors to capture their perspectives on this practice,
given their proféssiona] expertise and underst:mding of‘hcnlthy self-care practices. Our results show
that counsellors recognised several benefits, such as using LLMs as stepping stones or springboards
towards improved self-care. They also highlighted several areas of concern, such as unintended
consequences that might negatively affect users. We discuss the dissonance around how the carly
adopters of LLMs appropriate this technology to care for themselves, how counsellors see such
usage, and outline implications of using LLMs as a technology for self-care.

Joel Wester, Sander de Jong, Henning Pohl, Niels van Berkel. Using LLMs for Self-Care: User and
Counsellor Perspectives. International Journal of Human-Computer Studies.
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Paper 5

“As an Al language model, | cannot”: Investigating LLM Denials of User Re-
quests

Abstract

Users ask hrge language models (LLMs) to help with their homework, for hfestvle advice, or for
support in makmé7 challengmé’ decisions. Yet LLMs are often unable to fulfil chese requests, cither
as a result of their technical inabilities or pohues restricting their responses. To investigate the ef-
fect of LLMs du1ying user requests, we evaluate pqrticipants’ perceptions of different denial <tv]u
We compare specific denial styles (baseline, factual, diverting, and opinionated) across two studies,
respegtlvel focusmg7 on LLM’s technical limitations and their social pohq restrictions. Our results
indicate mgmﬁgam differences in users’ perceptions of the denials between the denial btyles. The
baseline denial, which provided participants with brief denials without any motivation, was rated
signiﬁcantly highcr on frustration and signiﬁcantly lower on usefulness, appropriateness, and rele-
vance. In contrast, we found that participants generally appreciated the diverting denial style. We
provide design recommendations for LLM denials that better meet peoples’ denial expectations.

Joel Wester, Tim Schrills, Henning Pohl, Niels van Berkel. “As an Al language model, I cannot™ Inves-
tigating LLM Denials of User Requests. In Proceedings of the 2024 CHI Conference on Human Factors
in Computing Systems (CHI'24) https://doi.org/10.1145/3613904.3642135
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